
AI AGENTS ARE HERE.
STRUCTURE AND OVERSIGHT
NEED TO CATCH UP.

eBRIEF



Agentic AI is gaining traction in areas where work is complex, time-consuming, and spread across
systems. These are environments where progress often slows due to handoffs, manual steps, or
large volumes of information, and where even small gains compound quickly.

                                       For example: 

OVERVIEW
AI use in Life Sciences has moved past small pilots and isolated experiments, now
embedded in day-to-day work throughout the organization. As AI begins to operate across
multiple steps and systems, it takes on a more agentic role. Agentic AI refers to AI systems
that carry work across multiple steps by triggering actions, handing off outputs, and
interacting with other systems as part of a defined workflow.

For many organizations, the question is no longer whether to use AI. It’s how to scale it
responsibly as it becomes more connected to core operations.

Where and Why Agentic AI is Being Used in Life Sciences
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◼︎ Research and drug discovery teams use AI to work through large

datasets, pull out key findings, and move early discovery work along

faster.

◼︎ Clinical development teams rely on AI for documentation and analysis

tied to trials, where accuracy, coordination, and version control are critical.

◼︎ Manufacturing and quality teams use AI to monitor processes, flag

potential issues, and support quality checks before problems escalate.

◼︎ Commercial and medical teams apply AI across sales support,

marketing execution, HCP engagement, and medical information

workflows.

◼︎ Regulatory and safety teams use AI to help manage documentation

and compliance work, where consistency, traceability, and defensibility are

non-negotiable.

According to Gartner, Life Sciences organizations prioritize agentic AI largely based on business
impact. Cost reduction is cited most often, with 62% of respondents saying it’s a key driver.
Measurable ROI beyond basic productivity gains follows at 41%, while competitive differentiation and
anticipated improvements in clinical or operational work are each cited by 35%. Regulatory and data
privacy requirements are a critical factor for 27% of those surveyed.1
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The Operational Impact of Unstructured Agentic AI 

Taken together, these issues not only affect operations, productivity, and cost, but also increase
regulatory exposure and weaken an organization’s ability to defend decisions under scrutiny.

▹ Limited visibility into where agents are
used and what they touch: Teams struggle
to explain how work was produced, what data
was involved, or which systems played a role
when questions arise later from auditors,
regulators, or internal reviewers.

▹ Inconsistent controls across teams and
functions: The same type of AI-assisted work
may require formal review, documentation,
and approval in one team, while another team
performs it with minimal oversight. Without a
consistent standard to point to, decisions
become difficult to justify.

▹ Slower scaling despite early success:
Teams may see strong results in isolated
areas but hesitate to expand AI use further.
Without a shared structure, leaders limit scope
to avoid introducing new risk, leaving potential
efficiency and throughput gains unrealized.

▹ Oversight that happens after work is
finished: Problems are identified late, after
outputs have already moved forward,
increasing rework, delays, and exposure. This
is particularly problematic in regulated
environments, where work must be reviewed,
documented, and defensible.

▹ Difficulty proving compliance over time:
As AI contributes to multiple steps and
systems, organizations struggle to reconstruct
how decisions were made weeks or months
later, making audits, inspections, and internal
reviews harder even when intent and
outcomes were appropriate.

▹ Unclear ownership for AI-assisted
outputs: Responsibility for review, escalation,
and corrective action isn’t clearly assigned,
slowing response and remediation when
issues surface.

Across industries, organizations are still early in putting formal structure around AI use. Many teams
rely on informal guidelines, scattered reviews, or tool-level controls rather than a shared governance
model. In fact, only 43% of organizations report having an AI governance policy in place, while 25%
are still developing one and 29% have none at all.2

For Life Sciences organizations, this gap becomes more pronounced as AI takes on a more active
role in how work gets done. Once AI contributes across multiple steps, systems, and handoffs (often
spanning regulated functions), oversight models built for isolated tools don’t automatically keep up. 
What starts as a governance maturity issue quickly turns into an operational and compliance
challenge. Over time, these gaps affect how work is understood, reviewed, and defended once it
moves beyond the team that created it.

Here’s how that shows up:



EMBED AI AGENTS IN EVERYDAY WORKFLOWS
AI should operate inside the same systems and processes teams already use
to do their work. When agents run within established workflows, it’s easier to
understand what they’re doing, which inputs they rely on, and where outputs
move next. This makes it possible to apply existing review steps,
documentation practices, and controls as work progresses, instead of creating
separate processes that teams have to manage alongside their core work.

TREAT AI-ASSISTED WORK AS STANDARD OPERATIONAL OUTPUT
Work produced with AI support should be held to the same standards as work
produced by people. That includes expectations around documentation,
traceability, review, and approval. When AI-assisted outputs are treated
differently, or even left outside standard processes, consistency breaks down,
and accountability becomes unclear. Folding AI into normal operations keeps
standards aligned across teams and functions, even as AI contributes to more
complex workflows.

BUILD OVERSIGHT INTO HOW WORK MOVES, NOT AFTER IT’S DONE
Oversight works best when it follows the flow of work. Reviews that happen
only at the end catch issues late, after decisions have already been made or
materials have already moved forward. By placing checks, approvals, and
handoffs within the workflow itself, teams can identify issues earlier and reduce
downstream rework, delays, and escalation effort.

ANCHOR AI USE IN EXISTING ROLES AND STRUCTURES
Ownership should never be vague. Each AI-assisted step needs a clear owner,
with defined responsibility for review, escalation, and follow-up. Using the
same organizational structures that already govern regulated work, rather than
creating new ones, keeps accountability clear and avoids confusion. 

APPLY CONTROLS CONSISTENTLY ACROSS TEAMS AND FUNCTIONS
Similar work should follow the same rules, regardless of who performs it or
which team owns it. Consistent controls reduce confusion, limit variation, and
make decisions easier to explain when reviewed internally or externally. This is
especially important as agentic AI spans multiple steps and teams within a
single workflow.
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How to Make Agentic AI Accountable
As agentic AI becomes part of everyday work, organizations have an opportunity to put structure in
place before risk and inconsistency scale with it. The goal isn’t to slow adoption, but to make AI-
assisted work visible, reviewable, and accountable as it moves through regulated processes.

1.

2.

3.

4.

5.



ABOUT MUSA

Founded in 2007, musa is a Managed Service Provider (MSP) specializing in building and supporting
scalable technology platforms. We are technologists through and through and see the value of IT as
a way to empower your business and provide a competitive advantage, not a cost center. With nearly
two decades of experience, we keep a simple principal front and center: we focus on the technology
so you can focus on your mission. Backed by hundreds of years of combined experience, our support
services include unlimited access to direct to engineer service desk, comprehensive cloud and on-
premises infrastructure support, on-site support, a full device provisioning and inventory management
service, and a dedicated strategic team for larger projects and business initiatives. 

W W W . M U S A T E C H N O L O G Y . C O M

As agentic AI reshapes how work moves, how decisions get reviewed, and how accountability is
maintained across regulated teams, embedding agents inside existing operational systems is a
practical way to maintain access control, records, approvals, and auditability at scale.

Microsoft Agent 365 provides an operational foundation for this by allowing AI agents to run inside
the Microsoft 365 environment teams already use, where identity, permissions, data protection,
records management, and workflow governance are already established. Rather than introducing a
separate governance model, Agent 365 keeps AI-assisted work within those existing controls,
making it visible, accountable, and reviewable as it moves across systems and teams.

If you’re evaluating how agentic AI fits into your operating model and governance framework within
your Microsoft environment, musa can help you define the right structure and execution approach
with Agent 365.

1 Gartner, AI in Healthcare & Life Sciences: 2026 Predictions. Life Sciences Agentic AI Survey, 2025.
2 https://www.aidataanalytics.network/data-science-ai/news-trends/less-than-half-of-businesses-have-an-ai-governance-policy

Structured Agentic AI is a Competitive Advantage
While agentic AI isn’t creating entirely new risks, it is exposing weaknesses in how work is already
governed. In Life Sciences, where documentation, traceability, and review are part of daily
operations, those weaknesses surface quickly once AI participates across steps and teams.

The organizations that move forward successfully won’t be the ones with the most AI experiments.
They’ll be the ones that treat AI-assisted work as a critical part of operations, with the same visibility,
accountability, and governance applied to regulated work today. That shift doesn’t require reinventing
oversight. It requires aligning AI with how work already runs, so scale doesn’t come at the expense of
control.

Agentic AI is playing an increasingly important role in Life Sciences, but its value depends on
whether organizations can explain, govern, and stand behind the work it produces.

Microsoft Agent 365: An Operational Foundation

https://musatechnology.com/
https://www.aidataanalytics.network/data-science-ai/news-trends/less-than-half-of-businesses-have-an-ai-governance-policy

